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DART		
DATA	DRIVEN	AIRCRAFT	TRAJECTORY	PREDICTION	RESEARCH	

	

This	document	is	part	of	a	project	that	has	received	funding	from	the	SESAR	Joint	Undertaking	under	
Grant	 Agreement	 No	 699299	 under	 European	 Union’s	 Horizon	 2020	 research	 and	 innovation	
programme.	

	

	

Abstract		

This	 deliverable	 reports	 on	 collaborative	 Reinforcement	 Learning	 (RL)	 algorithms	 for	 resolving	
Demand-Capacity	 imbalances,	 applying	 agent-based	modelling	 approaches	 towards	 accounting	 for	
complex	 phenomena	 in	 ATM	 due	 to	 network	 effects.	 The	 developed	 methods	 allow	 agents	 –	
representing	individual	flights-	to	learn	offline	and	in	batch-mode,	and	in	a	totally	distributed	way,	joint	
policies	 (i.e.	 regulations)	 to	 jointly	 resolve	 Demand-Capacity	 imbalances,	 following	 a	 collaborative	
learning	process.	Jointly	here	means	that	agents	take	into	account	other	agents’	policies	and	overall	
contextual	information	regarding	operational	constraints.	In	doing	so,	the	algorithms	aim	to	provide	
effective	solutions	for	resolving	Demand	Capacity	problems	already	at	the	pre-tactical	stage	of	ATM	
operations,	while	providing	to	Aircraft	Operators	and	Network	Managers	the	ability	to	assess	delays	
due	to	traffic,	contributing	to	the	DART	envisioned	collaborative	decision-making	process.1	

	 	

																																																													

	

1	The	opinions	expressed	herein	reflect	the	author’s	view	only.	Under	no	circumstances	shall	the	SESAR	
Joint	Undertaking	be	responsible	for	any	use	that	may	be	made	of	the	information	contained	herein.	
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Executive	Summary	

One	 of	 the	 major	 goals	 of	 DART	 is	 applying	 agent-modelling	 approaches	 to	 account	 for	 complex	
phenomena	 due	 to	 the	 nature	 of	 the	 complex	 ATM	 sociotechnical	 system.	 In	 doing	 so,	WP3	 aims	
towards	 devising	 agent-based	 methods	 that	 would	 allow	 ATM	 actors	 to	 assess	 regulations	 on	
trajectories,	taking	into	account	interactions	of	multiple	trajectories.		

Against	this	background,	the	main	objective	in	this	deliverable	is	to	demonstrate	how	agent-oriented	
machine	 learning	 methods	 can	 help	 in	 refining	 single	 trajectory	 predictions	 and/or	 flight	 plans,	
considering	cases	where	demand	of	airspace	use	exceeds	capacity,	resulting	to	hotspots,	accounting	
for	the	Demand	and	Capacity	Balance	(DCB)	problem.		

Therefore,	the	goal	is	to	deliver	an	understanding	on	the	suitability	of	applying	agent-based	models	to	
regulate	multiple	correlated	aircraft	trajectories	in	the	pre-tactical	stage	of	operations	with	respect	to	
operational	constraints	concerning	the	use	of	the	airspace,	focusing	on	the	DCB	problem	in	Air	Traffic	
Management.	In	doing	do,	we	aim	to	assess	delays	imposed	to	flights,	as	a	result	of	influence	by	other	
flight	 trajectories	 (i.e.	 traffic),	 already	 in	 the	 pre-tactical	 phase	 of	 operations.	 Eventual	 conflicts’	
resolutions	adopted	by	air-traffic	controllers	at	the	tactical	stage	are	not	taken	into	consideration.	

Towards	 this	 goal	 we	 provide	 agent-based	 collaborative	 reinforcement	 learning	 methods	 for	
supporting	the	Network	Manager	to	regulate	flights	towards	resolving	DCB	problems:	This	provides	a	
shift	 of	 paradigm	 regarding	 the	methods	 applied	 today	by	 the	NM,	 contributing	 to	 a	 collaborative	
decision-making	process	where	aircraft	operators	can	assess	flights’	delays	collaboratively	with	others,	
considering	how	ATM	network	effects	affect	their	scheduled	flights.	

This	deliverable,	to	be	self-contained,	succinctly	recalls	the	DART	operational	context	of	research	and	
data	 sources	 considered,	 and	 recalls	 the	 scenario	 towards	 regulating	 flights	 to	 resolve	 the	 DCB	
problem.	Then,	it	specifies	three	collaborative	reinforcement	learning	(RL)	algorithms	that	allow	agents	
-	modelling	individual	flights-	to	learn	offline	and	in	batch-mode	policies	regarding	delays	that	should	
be	imposed	to	them	towards	resolving	hotspots,	taking	into	account	the	overall	contextual	information	
(e.g.	traffic,	airspace	structure	configurations	and	sectors’	capacities),	and	cost	indicators.	Then,	this	
deliverable	proceeds	to	formulate	the	problem	using	a	hierarchical	model	that	aims	to	further	advance	
the	 computational	 efficiency	 and	 efficacy	 (in	 terms	 of	 quality	 of	 solutions)	 of	 the	 collaborative	 RL	
algorithms	 proposed.	 Finally,	 the	 deliverable	 shows	 how	 the	 agent-based	 modelling	 approaches	
contribute	to	the	DART	envisioned	collaborative	decision	making	process	involving	all	ATM	actors,	and	
summarizes	 conclusions.	 Appendix	 provides	 detailed	 technical	 information	 on	 the	 RL	 methods	
implemented.		
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1 Introduction	

1.1 Purpose	and	Scope	
The	current	Air	Traffic	Management	 (ATM)	system	worldwide	 is	based	on	a	 time-based	operations	
paradigm	that	leads	to	demand-capacity	balancing	(DCB)	issues.	These	impose	limitations	to	the	ATM	
system,	 which	 are	 resolved	 via	 airspace	 management	 or	 flow	 management	 solutions,	 including	
regulations	that	generate	delays	for	the	entire	system,	implying	costs.	

These	 demand-capacity	 imbalances	 are	 difficult	 to	 be	 assessed	 in	 pre-tactical	 phase	 (prior	 to	
operation)	as	the	existing	ATM	information	is	not	accurate	enough	during	this	phase.	

With	the	aim	of	overcoming	these	ATM	system	drawbacks,	SESAR	in	Europe2	and	Next	Gen	in	the	US3,	
have	 promoted	 the	 transformation	 of	 the	 current	ATM	paradigm	 towards	 a	 new,	 trajectory-based	
operations	(TBO)	paradigm.		

The	 proposed	 transformation	 requires	 high-fidelity	 aircraft	 trajectory	 prediction	 capabilities,	
supporting	efficiently	the	trajectory	life	cycle	at	all	stages	efficiently.	This	is	also	evidenced	by	the	fact	
that	improvements	in	trajectory	prediction	are	fully	aligned	with	FlightPath	20504	goals,	in	particular	
with	those	related	to	societal	and	market	needs	(with	focus	on	improved,	weather-independent	arrival	
punctuality),	protecting	environment	and	energy	supply,	and	ensuring	safety	and	security.	

DART	aims	to	provide	data-driven	solutions	to	single	trajectory	predictions	and	agent-based	methods	
for	understanding	ATM	complex	phenomena	and	network	effects.		

Single	 trajectory	 prediction	 in	 DART	 refers	 to	 the	 process	 of	 predicting	 an	 individual	 trajectory	
considering	 it	 in	 isolation	 from	 the	 overall	 ATM	 system.	 Accounting	 for	 network	 effects	 and	 their	
implications	 on	 the	 execution	 of	 trajectories	 of	 individual	 flights,	 requires	 considering	 interactions	
among	 these	 trajectories	 and	 other	 components	 of	 the	 ATM	 system,	 considering	 also	 how	 these	
interactions	and	operational	conditions	influence	the	actual	trajectory	of	any	flight.		

																																																													

	

2	SESAR	2020,	http://www.sesarju.eu/	
3	NextGen,https://www.faa.gov/nextgen/	
4“Flightpath	 2050''	 European	 Commission.	 Available	 Online:	
http://ec.europa.eu/transport/modes/air/doc/flightpath2050.pdf	
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State-of-the-art	 techniques	 for	 predicting	 flights'	 trajectories	 enable	 predictions	 based	 on	 specific	
physical	 models	 of	 aircrafts'	 movement,	 on	 the	 exploitation	 of	 historical	 trajectory	 data	 that	 are	
obtained	 from	surveillance	 systems	 (e.g.,	 radar	or	ADS-B	 tracks),	or	directly	 from	 the	aircraft	 (e.g.,	
Quick	Access	Records).	Two	 important	drawbacks	of	 such	prediction	methods	are	 that	 (a)	 they	are	
limited	to	single	trajectory	predictions,	and	(b)	their	prediction	horizon	is	a	short	time	one.	Indeed,	and	
close	 to	 the	 interests	 of	 this	 deliverable,	 the	 trajectories	 are	 assessed	 one-by-one	 based	 on	 the	
information	related	to	the	individual	flights,	ignoring	the	expected	traffic	at	the	prediction	time	lapse.	
Consequently,	 the	 network	 effect	 resulting	 from	 the	 interactions	 of	 multiple	 trajectories	 is	 not	
considered	at	all,	which	may	lead	to	prediction	inaccuracies.	This	is	due	to	the	complex	nature	of	the	
ATM	system,	which	 impacts	the	trajectory	predictions	 in	many	different	ways.	Capturing	aspects	of	
that	complexity,	and	being	able	to	devise	methods	that	take	the	relevant	information	into	account,	
would	greatly	improve	the	current	trajectory	prediction	approaches.		

Against	this	background,	the	main	objective	 in	this	deliverable	 is	to	report	on	agent-based	 learning	
methods	that	can	help	in	refining	single	trajectory	predictions	and/or	flight	plans	at	the	pre-tactical	
stage	of	operations,	by	assessing	delays	that	should	be	imposed	to	trajectories,	resolving	cases	where	
demand	 of	 airspace	 use	 exceeds	 capacity	 (referred	 as	 the	 Demand	 and	 Capacity	 Balance	 (DCB)	
problem),	resulting	to	hotspots.		

Specifically,	we	study	how	we	can	determine	the	way	trajectories	are	affected	due	to	the	influence	of	
the	surrounding	traffic	in	the	pre-tactical	stage	of	operations,	with	respect	to	operational	constraints	
concerning	the	use	of	the	airspace,	as	well	as	cost	indicators,	thus	taking	into	account	an	important	
aspect	of	ATM	system	complexity.	

It	must	be	pointed	out	that	the	agent-based	methods	can	be	applied	at	the	pre-tactical	stage	either	to	
predicted	trajectories	or	to	flight	plans:	Subsequently,	when	we	refer	to	trajectories,	we	refer	to	both	
cases.	

The	goal	is	to	deliver	an	understanding	on	the	suitability	of	applying	agent-based	models	for	resolving	
the	DCB	problem	in	Air	Traffic	Management	and	contribute	to	the	envisioned	collaborative	decision-
making	method	among	ATM	actors	towards	reaching	agreements	on	trajectories	to	be	flown.			
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1.2 Intended	readership	
This	document	is	intended	to	be	used	by	DART	members	and	SJU.	

1.3 Acronyms	and	Terminology	
Term	 Definition	

ACC	 Airspace	Control	Center	

ANS	 Air	Navigation	Service	

ANSP	 Air	Navigation	Service	Provider	

ATM	 Air	Traffic	Management	

ATC	 Air	Traffic	Control	

ATFM	 Air	Traffic	Flow	Management	

ATFCM	 Air	Traffic	and	Flow	Capacity	Management	

ATS	 Air	Traffic	Services	

AO	 Aircraft	Operators	

AU	 Airspace	User		

CTOT	 Calculated	Take-Off	Time	

DCB	 Demand	and	Capacity	Balancing	

Horizon	2020	 EU	 Research	 and	 Innovation	 programme	 implementing	 the	 Innovation	
Union,	a	Europe	2020	flagship	initiative	aimed	at	securing	Europe's	global	
competitiveness.	

HRL	 Hierarchical	Reinforcement	Learning	

NM	 Network	Manager	

MDP	 Markov	Decision	Process	

RL	 Reinforcement	Learning	

SESAR	 Single	European	Sky	ATM	Research	Programme	

SJU	 SESAR	Joint	Undertaking	(Agency	of	the	European	Commission)	

TBO	 Trajectory	Based	Operations	

WP	 Work	Package	

Table	1:	Acronyms	and	Terminology	
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1.4 Relation	to	other	Work	Packages	and	Deliverables	

This	 deliverable	 is	 related	 to	 WP1,	 since	 it	 exploits	 information	 of	 flight	 plans	 and	 airspace	
sectorizations	(configurations)	to	re-construct	real-world	instances	of	DCB	problems.	Indirectly	is	also	
related	to	CFMU	data	providing	regulations	imposed	to	flights	to	resolve	DCB	problems,	to	compare	
the	quality	of	solutions	achieved	by	the	proposed	methods.	These	data	sources	are	being	reported	in	
D1.3	“DART	Data	Pool“.	In	addition	to	these	sources	of	data,	methods	exploit	cost	indicators	related	
to	 strategic	 delay	 costs	 for	 European	 airlines,	 according	 also	 to	 the	 aircraft	 model	 used,	 towards	
measuring	the	“goodness”	of	solutions	provided.	References	to	these	cost	indicators	are	provided	in	
the	current	deliverable.	

In	 addition	 to	 that,	 WP3	 methods	 reported	 in	 the	 deliverable	 are	 applicable	 to	 the	 trajectories	
predicted	by	WP2	methods,	although	developments	in	both	work	packages	are	quite	independent,	as	
planned.	

Finally,	 this	 deliverable	 is	 closely	 connected	 to	 work	 carried	 out	 in	 task	 3.1	 “Scenarios	 setup	 and	
specification	of	requirements”	and	the	operational	context	of	research	described	in	deliverable	D3.1	
“Collaborative	Trajectory	Prediction	Scenarios	and	Requirements	Specification”:	A	succinct	reference	
to	the	operational	context	is	provided	below.	

1.5 Research	Approach		
WP3	Collaborative	Trajectory	Prediction	is	devoted	to	unveil	the	complexity	to	be	considered	due	to	
the	 influence	 of	 the	 surrounding	 traffic	 to	 aircraft	 trajectories,	 exploring	 the	 application	 of	
reinforcement	learning	algorithms	in	an	agent-based	framework.	

Towards	achieving	this	objective,	task	3.1	“Scenarios	setup	and	specification	of	requirements”	aims	to	
setup	 the	 scenario(s)	 and	 problem	 cases,	 specifying	 geographical	 areas,	 actual	 states/stages	
considered,	interactions	among	flights,	data	to	be	considered	and	decisions	to	be	made.	From	these	
scenarios	 specifications,	 the	 specification	 of	 requirements	 for	 agent-based	 models	 have	 been	
produced:	 Features	 to	be	 considered	when	describing	 recurring	 situations,	 contextual	 information,	
issues	concerning	measuring	the	“goodness”	of	trajectories	depending	on	the	context	in	which	they	
occur,	 situations	 to	 be	 avoided	 when	 multiple	 aircraft	 co-occur,	 and	 interactions	 among	 aircraft’	
trajectories,	are	addressed.	Finally,	algorithms’	evaluation	criteria	are	specified.	

Scenarios	 and	 requirements	 delivered	 in	 M06	 to	 SJU	 (deliverable	 D3.1	 “Collaborative	 Trajectory	
Prediction	Scenarios	and	Requirements	Specification”)	have	been	expanded	 to	 include	DART	vision	
towards	a	collaborative	decision-making	approach	involving	all	stakeholders.	A	succinct	presentation	
of	the	operational	context	and	scenarios	is	done	in	Section	2	of	this	deliverable,	while	Section	6	shows	
how	the	agent-based	modelling	approaches	delivered	contribute	to	the	DART	envisioned	collaborative	
decision-making	process	involving	all	ATM	actors.	

Task	 3.2	 “Collaborative	 reinforcement	 learning	 for	 trajectory	 predictions”	 aims	 to	 formulate	 the	
problem	 of	 assessing	 the	 impact	 of	 traffic	 to	 individual	 trajectories	 as	 a	Markov	 Decision	 Process	
(MDP).	 Based	 on	 this	 formulation	 collaborative	 RL	 algorithms	 for	 trajectory	 prediction	 have	 been	
designed	 and	 implemented,	 allowing	 agents	 to	 learn	 offline	 and	 in	 batch-mode	policies	 to	 resolve	
problem	 cases	 jointly,	 taking	 into	 account	 other	 agents’	 trajectories,	 contextual	 information,	 cost	
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indicators	and	own	preferences.		The	MDP	formulation	of	the	problem	is	provided	in	Section	4,	while	
the	algorithms	are	described	in	Section	5.	

Therefore,	 following	our	 research	methodology,	 this	deliverable	 reports	on	 the	specification	of	 the	
particular	problem	considered	in	WP3	scenario,	the	multi-agent	MDP	framework	that	formulates	the	
problem	considered,	as	well	as	on	collaborative	reinforcement	learning	algorithms	implemented	and	
tested	in	real-world	datasets	towards	resolving	the	problem	cases	considered	in	D3.1.	With	respect	to	
these	algorithms,	we	present	a	generic	hierarchical	learning	framework	that	is	applied	to	all	algorithms,	
towards	increasing	their	computational	efficiency	and	quality	of	results.	Finally,	delving	into	the	details	
of	 the	 implemented	 algorithms,	 appendix	 presents	 succinctly	 but	 in	 more	 technical	 details	 the	
centralized	and	parallel/distributed	design	of	these	algorithms.	

Finally,	 task	 3.4	 “Model	 Test,	 Validation	 &	 Visualization”	 aims	 to	 test	 and	 validate	 the	 algorithms	
developed	 using	 actual	 and	 synthetic	 data	 gathered	 and/or	 generated	 in	 WP1,	 according	 to	 the	
scenarios	 and	 the	 requirements	 specified	 in	 task	 3.1.	 These	 results	 are	 out	 of	 the	 scope	 of	 this	
deliverable	and	will	be	reported	in	D3.3.	Multiple	criteria	for	algorithms	evaluation/	validation	will	be	
considered:	 resulting	 number	 of	 hotspots,	 the	 average	 delay	 for	 the	 delayed	 and	 for	 all	 flights,	
distribution	of	delays	to	flights	and	distribution	of	demand	in	sectors	and	time	periods.	

Furthermore,	 interactive	 visual	 interfaces	 will	 support	 sensitivity	 analysis	 in	 respect	 to	 algorithm	
parameters,	providing	overview	of	results	in	space	and	time.	

1.6 Expected	Results	
Our	goal	 in	DART	 is	 to	develop	 collaborative	RL	algorithms	 that	will	 be	 trained	 in	batch	mode	 (i.e.	
offline)	and	will	be	applied	to	assessing	the	effect	of	multiple	flights	co-occurring	in	specific	contexts,	
taking	 into	account	data	 from	multiple	sources,	 including	single	 trajectory	predictions	and/or	 flight	
plans,	while	learning	efficiently	in	few	exploration	episodes.	

The	objective	is	to	understand	if	an	agent-based	model	is	capable	of	resolving	effectively	DCB	problems	
at	the	pre-tactical	stage,	considering	all	trajectories	and	exogenous	factors.		

Results	should	be	quantifiable	assessments	(metrics)	concerning	the	quality	of	solutions	produced,	as	
well	as	qualitative	aspects	regarding	the	feasibility	of	the	methods.	For	this	purpose,	several	datasets	
–	 representing	 real-world	 cases	 -	 will	 be	 identified	 as	 representative	 of	 a	 variety	 of	 operational	
scenarios	to	evaluate	the	proposed	methods.			

Exploiting	the	datasets	 in	DART,	the	specific	evaluation	procedure	to	be	applied,	will	 focus	on	real-
world	 cases	 comprising	 flight	 plans.	 In	 every	 case,	 the	 evaluation	 process	 involves	 replaying	 these	
scenarios	individually,	benchmarking	the	results	with	respect	to	known	regulations	(this	can	be	done	
as	the	datasets	contain	every	snapshot	of	flight	plan	status,	from	planning	phase	to	flight	cancellation	
after	landing,	while	CFMU	data	provided	in	DART	contain	regulated	flights).	
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2 ATM	Operational	Context:	Overview	

The	 WP3	 scenario	 objective,	 as	 this	 has	 been	 also	 specified	 in	 deliverable	 D3.1	 “Collaborative	
Trajectory	Prediction	Scenarios	and	Requirements	Specification”,	is	to	demonstrate	how	DART	agent-
based	modelling	 capability	 can	 help	 to	 accounting	 for	 the	 complexity	 of	 the	 ATM	due	 to	 network	
effects	regarding	the	influence	of	the	traffic	to	individual	trajectories.		

Specifically,	the	scenario	concerns	regulating	flights	towards	resolving	DCB	problems,	assuming	that	
the	whole	process	 happens	 at	 the	planning	phase	 (i.e.,	 days	 before	operation),	 as	 opposed	 to	 the	
tactical	phase	(i.e.	in	real-time	during	operation).	The	scenarios	are	considered	to	be	developed	in	a	
specific	geographical	area,	without	affecting	the	generality	of	the	solutions	proposed,	while	interests	
of	different	stakeholders,	such	as	Air	Navigation	Service	Providers	(ANSPs)	and	airspace	users	(AUs),	
are	 taken	 into	 account:	 Air	 Navigation	 Service	 Providers	 require	 resolving	 the	 demand-capacity	
imbalances	efficiently,	while	airspace	users	(e.g.	airlines)	aim	to	operate	safely	and	efficiently	without	
large	delays.	

2.1 Operational	Scenario	Characteristics			
The	operational	scenario	in	WP3	develops	in	Spain,	where	the	ANSP	role	is	represented	by	CRIDA	(local	
level)	 and	 airspace	 users’	 role	 is	 represented	 by	 BR&T-E.	 The	 separation	 between	 aircraft	 is	
guaranteed;	 therefore,	 resolutions	adopted	by	ATCO	won’t	be	part	of	 the	scope	 in	 the	operational	
scenario	WP3.		

In	 this	 case,	 regulations	of	 type	C	 (i.e.	 delays)	will	 be	 applied	 to	 trajectories	due	 to	 the	 imbalance	
between	demand	and	capacity	of	airspace	sectors,	so	DART	will	have	to	recalculate	and	obtain	the	final	
trajectories	taken	into	account	surrounding	traffic.		

2.2 Data	and	Steps	
The	data	involved	in	this	scenario	is:	

• Flight	Plans:	Plans	associated	with	the	trajectories.	
• Airspace	 Structure	 &	 Capacity:	 Sectorization	 information	 available	 at	 operation	 day	

(sector	configurations	and	airblocks)	
• Strategic	Delay	Costs,	as	estimated	in	[Cook	et	al,	2015].	
• CFMU	datasets	providing	data	for	regulated	flights.	
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Figure	1	Data	required	for	WP3	Scenario	

	
Steps		

WP3	Scenario	considers	demand	and	capacity	balance	per	sector	(DCB):	This	should	result	to	regulating	
flights	by	imposing	delays	to	individual	flights,	taking	into	account	strategic	delay	cost	and	operational	
constraints.	 It	will	be	necessary	to	apply	algorithms	to	fulfil	two	main	objectives:	firstly,	detect	DCB	
imbalances	per	sector,	and	secondly,	resolve	the	imbalances.		

• Detecting	 DCB	 imbalances.	 The	 first	 step	 is	 to	 focus	 on	 detecting	 demand	 and	 capacity	
imbalances	 due	 to	 a	 lack	 of	 airspace	 capacity.	 This	 is	 possible	 by	 using	 data	 of	 airspace	
configurations	and	de-conflicted	trajectories.	

• Application	of	agent-based	methods	to	DCB	problems	resolution.	In	doing	so,	WP3	takes	into	
account	interactions	among	trajectories	(i.e.	traffic	conditions),	airspace	configurations,	and	
cost	indicators,	considering	all	trajectories	in	a	joint	manner.	

The	final	output	will	be	the	most	appropriate	trajectory	that	aircraft	must	finally	follow	(RBT),	jointly	
with	others.	The	output	will	be	a	single	trajectory	per	flight,	specifying	the	delay	imposed	due	to	DCB	
problems.		

2.3 Overall	process	for	Collaborative	Decision	Making	

During	the	development	of	the	operation,	NM	acts	as	a	link	between	the	aircraft	operator	and	the	Air	
Traffic	Services	(ATS).	Information	flow	can	be	established	in	the	following	way	[Sanz	et	al,	2013].	

• NM	 starts	 working	 with	 demand	 forecast,	 and	 with	 capacity	 information	 from	 airspace	
authorities.		

• Two	days	before	operation,	ATS	units	inform	about	the	capacity	that	they	could	offer	in	the	
operation,	as	well	as,	they	inform	about	monitoring	results.	On	the	other	hand,	the	aircraft	
operators	send	the	flight	plans	to	the	NM.	Once	the	NM	had	processed	the	information,	the	
flight	plans	will	be	sent	to	ATS	units.			

• NM	should	use	this	information	(capacity	and	demand)	to	accommodate	the	traffic	and	reach	
the	objectives	established.	Then,	they	have	to	communicate	the	ATFM	measures	to	the	ATS	
units	and	the	take-off	time	of	the	aircrafts	is	affected.		

• The	overall	process	needs	a	general	coordination	and	a	continuous	information	flow	between	
aircraft	operators	and	the	NM.	This	coordination	is	necessary	to	guarantee	the	efficiency	in	
the	operation	day,	at	real	time	(i.e.	at	any	time	instant).		
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• Operators	receive	the	Calculated	Time	Of	Take-off	(CTOT)	information	and	they	have	to	notify	
about	any	change	concerning	the	estimated	off-block	time.	

• ATS	units	receive	the	information	related	to	traffic,	in	terms	of	entry	and	exit	time	per	flight	
and	sector,	and	possible	changes	that	can	affect	them.	

• The	group	of	affected	ATS	units	provide	necessary	air	traffic	services	for	a	specific	flight	with	a	
CTOT.	In	this	way,	the	forecasted	entry	time	per	flight	and	sector	is	obtained.		

Figure	2	shows	NM	operational	structure	and	the	DCB	process.		

	

	

2.4 DCB	Tools:	The	current	situation	
To	maintain	the	balance	between	the	demand	and	capacity,	Eurocontrol	has	developed	the	ATFCM	
[ATFCM	2011]	NM	Human	Machine	Interface	application.	This	tool	provides	a	graphical	interface	for	
the	Network	Operations	 system	 allowing	 users	 to	 display	 data	 and	 graphical	 information	 (such	 as	
routes,	route	attributes,	airspaces,	flight	plan	tracks,	etc.)	via	map	displays.	This	real-time	information	
enables	Collaboration	Decision-Making	between	all	partners.				

There	are	different	 types	of	measures	 to	monitor	 the	demand	evolution,	 although	usually	 the	 two	
more-used	indicators	are	Entry	Counts	and	Occupancy.		

• Hourly	Entry	Count	(HEC)	for	a	given	sector	 is	defined	as	the	number	of	 flights	entering	 in	the	
sector	during	a	selected	time	period,	referred	as	Hourly	Entry	Counting	Period.		
This	Hourly	Entry	Counting	Period	is	defined	as	a	picture	of	the	entry	traffic	taken	every	time	step	
value	along	a	interval	of	fixed	duration:	

- The	 Step	 value	 defines	 the	 time	 difference	 between	 two	 consecutive	 Hourly	 Entry	
Counting	Periods.		

- The	 Duration	 value	 defines	 the	 time	 difference	 between	 start	 and	 end	 times	 of	 each	
Hourly	Entry	Counting	Period.		

Figure	2	NM	Operational	Structure.	Each	arrow	color	denotes	a	phase	of	the	DCB	process:	Yellow	arrows	are	in	the	strategic	
phase,	light	green	arrows	are	in	the	planning	phase	and	dark	green	arrows	are	in	the	tactical	phase	[Sanz	et	al,	2013].	
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• Occupancy	(OCC)	for	a	given	sector	is	defined	as	the	number	of	flights	inside	the	sector	during	a	
selected	Occupancy	Count	Time	period,	referred	as	Occupancy	Counting	Period.		
This	Occupancy	Counting	Period	is	defined	picture	of	the	sector	occupancy	taken	every	time	step	
value	along	an	interval	of	fixed	duration:	

- The	 Step	 value	 defines	 the	 time	 difference	 between	 two	 consecutive	 Occupancy	
Counting	Periods.	

- The	Duration	value	defines	the	time	difference	between	start	and	end	times	of	each	
Occupancy	Counting	Period.		

	
Considering	the	NM	uses	HEC	during	the	pre-tactical	phase,	we	compute	demand	evolution	by	means	
of	HEC	using	data	from	trajectories.	This	is	further	explained	in	Section	3.	
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3 Problem	Specification	

The	DCB	problem	(or	process)	considers	two	important	types	of	objects	in	the	ATM	system:	trajectories	
and	airspace	sectors.		

Aircraft	trajectories	are	series	of	spatio-temporal	points	of	the	generic	form	(longi,	lati,	alti,	ti),	denoting	
the	 longitude,	 latitude	 and	 altitude,	 respectively,	 of	 the	 aircraft	 at	 a	 specific	 time	 point	 ti.	 Such	
trajectories	may	be	enriched	with	other	information	such	as	specific	events	on	interest.	For	instance,	
a	specific	type	of	trajectory	is	a	flight	plan,	which	is	an	intended	trajectory	consisting	of	events	of	flights	
crossing	air	blocks	and	sectors,	and	flying	over	specific	waypoints.	Specifically,	each	event	specifies	the	
element	that	is	crossed	(air	block	or	sector),	the	entry	and	exit	locations	(coordinates	+	flight	levels),	
and	 the	 entry	 and	 exit	 times,	 or	 the	 time	 that	 the	 flight	 will	 fly	 over	 a	 specific	 waypoint.	 Other	
information	such	as	estimated	take-off	time	are	specified,	and,	in	case	of	delay,	the	calculated	take-
off	time,	or	the	Estimated	time	of	entry	to	FIR	(HFIR).	

	Sectors	are	air	volumes	segregating	the	airspace,	each	defined	as	a	group	of	air	volumes.	Air	volumes	
are	specified	by	a	geometry	(the	perimeter	of	their	projection	on	earth)	and	their	lowest	and	highest	
altitudes.	As	 an	 example,	 Figure	 3	 depicts	 air	 volumes	 above	 Spain.	 Sets	 of	 air	 volumes	 constitute	
sectors.	The	Airspace	sectorization	may	be	done	in	different	ways,	depending	on	sector	configuration	
used.	 Such	 a	 configuration	 determines	 the	 number	 of	 active	 (open)	 sectors.	 Only	 one	 sector	
configuration	can	be	active	at	a	time	for	a	specific	ATC.	

	 	
Figure	3.	Air	space	sectors	configurations	(above	Spain)	–	Images	provided	by	IAIS	Fraunhofer.	

The	capacity	of	sectors	 is	of	utmost	 importance:	this	quantity	determines	the	maximum	number	of	
flights	flying	within	a	sector	during	a	specific	time	interval.	

Now,	let	there	be	N	trajectories	in	a	set	T	that	must	be	executed	over	the	airspace	in	a	total	time	period	
of	duration	H	(in	hours:	typically	in	24	hours).	The	set	of	sectors	in	all	possible	airspace	configurations	
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is	denoted	by	S.	Time	can	be	divided	in	intervals	of	duration	Δt,	equal	to	that	of	the	period	duration	of	
the	respected	measure	for	measuring	demand	evolution	(Section	1.4).		

As	already	defined	above,	each	trajectory	is	a	sequence	of	timed	positions	in	airspace.	This	sequence	
can	be	exploited	to	compute	the	series	of	active	sectors	that	each	flight	crosses-	depending	on	the	
open	airspace	configurations,	together	with	the	entry	and	exit	time	for	each	of	these	sectors.	For	the	
first	(last)	sector	of	the	flight,	where	the	departure	(resp.	arrival)	airport	resides,	the	entry	(resp.	exit)	
time	is	the	departure	(resp.	arrival)	time.	However,	there	may	exist	flights	that	cross	the	airspace	but	
do	not	depart	and/or	arrive	in	any	of	the	sectors	of	our	airspace:	In	that	case	we	only	consider	the	
entry	and	exit	time	of	sectors	within	the	airspace	of	our	interest.	

Thus,	a	trajectory	T	in	the	set	of	trajectories	considered,	T,	is	a	time	series	of	elements	of	the	form:	

T=[(sector1,	entryt1,	exitt1)	....	(sectorm,	entrytm,	exittm))],		

where	sectori		is	in	S,	i=1,...m.		

For	instance,	considering	the	trajectories	T1	and	T2	in	Figure	4,	these	are	specified	as	follows:	

T1=[(R5,	10:00,	10:20),	(R2,	10:20,	10:45)]		

T2=[(R1,	10:00,	10:05),	(R2,	10:05,	10:15),	(R7,	10:15,	10:25),	(R12,	10:25,	10:35)]		

Airspace	sectorization	changes	frequently	during	the	day,	given	different	operational	conditions	and	
needs.	To	take	into	account	the	different	sectorizations,	we	apply	the	following	procedure:	

	

1. for each Flight Plan 

2.         for each Possible Delay 

3.                 for each Air Volume 

4.                         for each Sector corresponding to the Air Volume 

5.                                 for each Configuration corresponding to the Sector 

6.                                         check if Configuration is active while the Air Volume is crossed 

7.  end of loops 

 

This	procedure,	exploiting	the	Airspace	Structure	–	i.e.	the	sector	configurations	and	sectorization-		as	
well	as	the	mappings	from	air	volumes	to	sectors,	all	provided	by	the	corresponding	DART	datasets,	
“translates”	air	volumes	crossed	by	trajectories	to	sectors.	It	must	be	noticed	that	(a)	given	different	
delays	imposed	to	a	trajectory,	sectors	crossed	may	differ,	due	to	the	changing	sector	configurations;	
(b)	 this	 may	 result	 to	 a	 number	 of	 alternative	 representations	 of	 a	 single	 trajectory	 (each	
representation	crossing	a	different	set	of	sectors)	one	for	each	possible	delay.		

As	an	example,	consider	a	 trajectory	T	 that	crosses	 the	volume	R,	staying	 inside	the	volume	for	31	
minutes:	

T=[(R,	10:59,	11:31)]	

The	translation	to	sector	(or	sectors)	may	vary	when	delays	are	imposed.	For	delay	equal	to	zero	the	
result	could	be:	
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T=[(	S1,	10:59,	11:00),	(	S2,	11:00,	11:30),	(	S3,	11:30,	11:31)]	

Meaning	that	the	active	configuration	changes	at	11:00	and	then	changes	again	at	11:30.	Imposing	one	
minute	of	delay	will	result	to	the	following	trajectory,	eliminating	the	first	sector	completely:	

T=[(	S2,	11:00,	11:30),	(	S3,	11:30,	11:32)]	

Finally,	imposing	31	minutes	of	delay	would	eliminate	the	second	sector	as	well:	

T=[(	S3,	11:30,	12:02)]	

	
Figure	4.	Air	space	sectors	&	Trajectories	in	a	(simplified)	simulated	setting.	

This	 information	per	trajectory	suffices	to	measure	the	demand	Ds,p	 for	each	of	the	sectors	s	 in	the	
airspace	in	any	period	p	of	duration	Δt.	

Specifically,	Ds,p=||Ts,p||,	i.e.	the	number	of	trajectories	in	Ts,p,	where	

Ts,p	=	{T	in	T	|	T=(…,(s,	entryt,	exitt),…),	and		the	temporal	interval	[entryt,	exitt]	overlaps	with	p}	

For	 instance,	 considering	 the	 trajectories	T1	 and	T2	 crossing	 the	 sector	R2	 in	 Figure	4,	 it	 holds	 that	
TR2,p={T1,	T2},	with	p=[10:10,10:15].	

The	trajectories	in	Ts,p	are	defined	to	be	interacting	trajectories	for	the	period	p	and	the	sector	s.		

In	order	to	calculate	the	total	demand	at	any	given	state	using	HEC,	a	series	of	vectors	(one	for	each	
period)	 are	 created	 for	 each	 sector.	 Then,	 these	 vectors	 are	populated	by	utilizing	 the	 trajectories	
crossing	the	sectors:	

1. 	for each trajectory with an imposed delay 

2.         for each Sector crossed 

3.                 add the trajectory to the appropriate vectors of this Sector 

4.         end for 

5. end for 

 

For instance, consider	a	trajectory	T	that	crosses	the	sector	S:	

T=[(	S3,	11:45,	11:55)]	

Supposing	a	period	of	60	minutes	and	a	step	of	30	minutes	this	flight	should	be	added	to	two	demand	
vectors	of	sector	S,	one	for	the	period	of	[11:00,	12:00]	and	one	for	[11:30,	12:30].	
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Given	the	demand	per	sector,	the	DCB	problem	consists	of	these	cases	where	the	demand	exceeds	
capacity:		

Each	sector	s	in	S	has	a	specific	capacity	Cs.	Imbalances	of	sectors'	demand	and	capacity	occur	when	
Ds,p	>	Cs,	for	any	period	p	of	duration	Δt	in	H.	These	cases	result	to	hotspots	in	the	airspace.		

In	case	of	capacity	violation	for	a	period	p	and	sector	s,	the	interacting	trajectories	in	Ts,p	are	defined	
as	hotspot-constituting	trajectories:	one	or	more	of	these	trajectories	must	be	regulated	in	order	to	
resolve	the	imbalance	in	s	and	p.	

Clearly,	 imposing	delays	to	trajectories	may	propagate	hotspots	to	subsequent	time	periods	for	the	
same	and/or	other	sectors	crossed	by	that	trajectory:	In	any	case,	the	sets	of	interacting	trajectories	
in	 different	 periods	 and	 sectors	 may	 change,	 and	 thus,	 in	 case	 of	 demand-capacity	 imbalances,	
hotspot-constituting	trajectories	may	change	as	well.	This	can	be	done	in	many	ways,	when	different	
trajectories	delay.	Imposing	a	“delay”	regulation	to	a	flight	results	to	shifting	the	trajectory	entry	and	
exit	time	for	each	sector	by	a	specific	amount	of	time.	The	sequence	of	sectors	crossed	is	not	affected,	
except	in	the	case	where	sectors’	configuration	changes	due	to	the	change	of	the	time	frame	in	which	
the	trajectory	evolves.	

Towards	the	agent-based	formulation	of	the	problem,	we	consider	the	following:		

Each	agent	Ai	is	specified	to	be	the	aircraft	performing	a	specific	trajectory	in	a	specific	date	and	time.	
Thus,	we	consider	that	agents	and	trajectories	coincide	in	our	case	and	we	may	interchangeably	speak	
of	agents	Ai,	trajectories	Ti,	or	agents	Ai	executing	trajectories	Ti.	Agents,	as	it	will	be	specified,	have	
own	interests	and	preferences,	although	they	are	assumed	to	be	collaborative,	and	take	autonomous	
decisions	on	their	delays:	It	must	be	noted	that	agents	do	not	have	communication	and	monitoring	
constraints,	given	that	imbalances	are	resolved	at	the	pre-tactical	phase,	rather	than	during	operation.	

Therefore,	agents	have	to	learn	joint	delays	to	be	imposed	to	their	trajectories	w.r.t.	the	operational	
constraints	concerning	the	capacity	of	sectors	crossed	by	these	trajectories.	

It	must	be	noted	that	agents	–although	considered	collaborative-	have	conflicting	preferences,	since	
they	prefer	to	impose	the	smallest	delay	possible	(preferably	none)	to	their	own	trajectory,	minimizing	
costs,	while	also	executing	their	planned	trajectories	safely	and	efficiently.		

Agents	with	interacting	trajectories	are	considered	to	be	“peers”	given	that	they	have	to	jointly	decide	
on	 their	 delays:	 The	 decision	 of	 one	 of	 them	 affects	 the	 others.	 This	 implies	 that	 agents	 form	
“neighbourhoods”	due	to	the	inherent	sparsity	on	the	problem	(e.g.	a	flight	crossing	the	north	part	of	
Spain,	will	 never	 interact	 in	 any	 direct	manner	with	 a	 flight	 crossing	 the	 south	 part	 of	 the	 Iberian	
Peninsula).	However,	as	mentioned	above,	these	neighbourhoods	have	to	be	updated	when	delays	are	
imposed	to	trajectories,	given	that	trajectories	that	did	not	interact	prior	to	any	delay	may	result	to	be	
interacting	when	a	delay	is	imposed.	Thus,	a	dynamic	update	of	peers'	neighbourhoods	is	necessary	
according	to	agents'	decisions.	

Given	an	agent	Ai,	 the	traffic	 for	that	agent	 is	determined	to	be	the	trajectories	of	all	other	agents	
forming	its	neighbourhood.	More	formally:	

Traffic(Ai)	=	{	Tj	|	Tj			is	a	trajectory	that	interacts	with	the	trajectory	Ti	executed	by	Ai	for	any	specific	
sector	crossed	by	Ti	and	any	time	period	within	H	}	,		

or	
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Traffic(Ai)	=	 𝐓"#,%"#,% ,		

where	si	is	any	sector	crossed	by	trajectory	Ti,	and	p	is	any	time	period	in	H.	

A	society	of	agents	(A,	E)	is	modelled	as	a	coordination	graph	with	one	vertex	per	agent	Ai	in	A	and	any	
edge	(Ai,	Aj)	in	E	connecting	agents	with	interacting	trajectories	in	T.		As	pointed	out	above,	the	set	of	
edges	are	dynamically	updated	by	adding	new	edges	when	new	interacting	pairs	of	trajectories	appear.	

N(Ai)	denotes	the	neighbourhood	of	agent	Ai,	i.e.	the	set	of	agents	interacting	with	agent	Ai	including	
also	itself:	I.e.	agents	executing	trajectories	in	Traffic(Ai).	These	are	the	peers	of	Ai.	

The	options	available	in	the	inventory	of	any	agent	Ai	for	contributing	to	the	resolution	of	hotspots	
may	differ	between	agents:	These,	for	agent	Ai	are	in	Di	={0,1,2,...,	MaxDelayi}.	We	consider	that	these	
may	be	ordered	by	the	preference	of	agent	Ai	to	any	such	option,	according	to	the	function	γ(i):	Di®Â.	
We	do	not	assume	that	agents	in	A-{Αi}	have	any	information	about	γ(i).	This	represents	the	situation	
where	airlines	 set	own	options	and	preferences	 for	delays	even	 in	different	 individual	 own	 flights,	
depending	on	operational	circumstances,	goals	and	constraints.	However,	we	expect	that	the	order	of	
preferences	should	be	decreasing	from	0	to	MaxDelayi,	although,	with	a	different	pace	for	different	
agents.	

Problem	statement:	Considering	any	two	peers	Ai,	and	Aj	in	the	society	(A,	E),	with	N(Ai)-{	Ai	},	these	
agents	must	select	among	the	sets	of	available	options	Di	and	Dj	respectively,	so	as	to	increase	their	
expected	payoff	w.r.t.	their	preferences	on	options	γ(i)	and	γ(j),	and	resolve	the	DCB	problem.	

This	problem	specification	emphasises	on	the	following	problem	aspects:		

• Agents	(i.e.	individual	flights)	need	to	coordinate	their	strategies	(i.e.	chosen	options	to	impose	
delays)	to	execute	their	trajectories	jointly	with	others,	taking	into	account	traffic,	w.r.t.	their	
preferences	and	operational	constraints;		

• Agents	 (i.e.	 individual	 flights)	 need	 to	 explore	 and	 discover	 how	different	 combinations	 of	
delays	affect	the	joint	performance	of	their	trajectories	w.r.t.	the	DCB	process,	given	that	the	
way	 different	 trajectories	 do	 interact	 is	 not	 known	 beforehand	 (agents	 do	 not	 know	 the	
interacting	 trajectories	 that	 emerge	 due	 to	 own	 decisions	 and	 decisions	 of	 others,	 and	 of	
course	they	do	not	know	whether	these	interactions	result	to	hotspots	i.e.,	demand-capacity	
imbalances);	and	

• Agents'	preferences	on	the	options	available	may	vary	depending	on	the	trajectory	performed,	
and	are	kept	private;	

• There	are	multiple	and	interdependent	hotspots	that	occur	in	the	total	period	H	and	agents	
have	to	resolve	them	jointly;	

• The	setting	is	highly	dynamic	given	that,	to	a	great	extent	than	state	of	the	art	approaches	on	
congestion	 problems,	 interdependent	 hotspots	 change	 while	 agents	 choose	 their	 delay	
strategies,	in	ways	that	are	unpredictable	for	agents.	
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4 Problem	Formulation:	The	MDP	
Framework		

According	to	the	problem	formulation	stated	above,	and	using	the	model	of	collaborative	multi-agent	
MDP	framework	[Guestrin,	2002]	we	assume:		

• The	society	of	agents	(A,	E),	as	described	above.	

• A	time	step	t=t0,	t1,	t2,	t3,...,	tmax,	where	tmax-	t0=H.	

• A	local	state	per	agent	Ai	at	time	t,	comprising	state	variables	that	correspond	to	(a)	the	delay	
imposed	to	the	trajectory	Ti	executed	by	Ai,	ranging	to	the	sets	of	options	assumed	by	Ai,	i.e.	
in	Di={0,…MaxDelayi},	and	(b)	the	number	of	hotspots	in	which	Ai	is	involved	in	(for	any	of	the	
sectors).		

Such	a	local	state	is	denoted	sti.		

The	joint	state	stAg	of	a	set	of	agents	Ag	at	time	t	is	the	tuple	of	the	state	variables	for	all	agents	
in	Ag.	A	global	(joint)	state	st	at	time	t	is	the	tuple	of	all	agents'	local	states.		

The	set	of	all	joint	states	for	any	subset	Ag	of	A	is	denoted	StateAg,	and	the	set	of	joint	society	
states	is	denoted	by	State.	

• The	local	strategy	for	agent	Ai	at	time	t,	denoted	by	strti	is	the	action	that	Ai	performs	at	that	
specific	time	point:	Such	an	action,	in	case	the	agent	is	still	on	ground,	may	be,	either	add	to	
its	total	delay	a	delay	for	until	the	next	time	instant,	or	not.		Thus,	at	each	time	point	the	agent	
has	to	take	a	binary	decision	and	strategies	specify	flights’	delays.	When	the	agent	flies,	then	
its	strategy	is	considered	fixed	and	it	follows	the	intended	trajectory.	The	location	(i.e.	sector)	
of	that	agent	at	any	time	point	can	be	calculated	by	consulting	its	trajectory.		

The	 joint	strategy	of	a	subset	of	agents	Ag	of	A	executing	 their	 trajectories	 (for	 instance	of	
N(Ai))	at	time	t,	is	a	tuple	of	local	strategies,	denoted	by	strtAg	(e.g.	strtN(Ai)).		

The	joint	strategy	for	all	agents	A	at	any	time	instant	t	is	denoted	strt.	

The	set	of	all	joint	strategies	for	any	subset	Ag	of	A	is	denoted	StrategyAg,	and	the	set	of	joint	
society	strategies	is	denoted	by	Strategy.	

• The	state	transition	function	Tr	gives	the	transition	to	the	joint	state	st+1	based	on	the	 joint	
strategy	strt	taken	in	joint	state	st.	Formally		

Tr:	State	´	Strategy	®	State.		

It	must	be	noticed	that	although	this	transition	function	may	be	deterministic	in	settings	with	
perfect	knowledge	about	society	dynamics,	the	state	transition	per	agent	is	stochastic,	given	
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that	no	agent	has	a	global	view	of	the	society,	of	the	decisions	of	others,	and/or	of	changing	
sector	configurations,	while	its	neighbourhood	gets	updated.	Thus,	no	agent	can	predict	how	
the	joint	state	can	be	affected	in	the	next	time	step.	Thus,	for	agent	Ai	this	transition	function	
is	actually		

Tr:	StateAi	´	StrategyAi	´		StateAi	®	[0,1],	denoting	the	transition	probability	p(st+1i|sti	,	strti).		

• The	local	reward	of	an	agent	Ai,	denoted	RwdAi,	is	the	reward	that	the	agent	gets	by	executing	
its	own	trajectory	in	a	specific	joint	state	of	its	peers	in	N(Ai),	i.e.	with	any	agent	executing	a	
trajectory	in	Traffic(Ai),	according	to	the	sectors'	capacities,	and	the	joint	strategy	of	agents	in	
N(Ai).		The	joint	reward,	denoted	by	RwdAg,	for	a	set	of	peers	Ag	specifies	the	reward	received	
by	agents	in	Ag	by	executing	their	actions	in	their	joint	state,	according	to	their	joint	strategy.			

The	reward	RwdAg	for	and	subset	Ag	of	A	depends	on	the	participation	(contribution)	of	agents	
in	hotspots	occurring	while	executing	their	trajectories	according	to	their	joint	strategy	strtAg	
in	their	joint	state	stAg,	i.e.	according	to	their	decided	delays.	Formally:	

	

RwdAg(stAg,	strtAg)	=	λ1*C(stAg,	strtAg)	+	λ2*DC(stAg,	strtAg)	

	

where,	

C(stAg,	 strtAg)	 is	 a	 function	 that	 depends	 on	 the	 participation	 of	 agents	 in	 hotspots	 while	
executing	their	joint	strategy	in	their	joint	state,	and	DC(stAg,	strtAg)	is	a	function	aggregating	
agents’	strategic	delay	costs.	

The	parameters	λ1	and	λ2	are	used	for	balancing	between	the	number	of	hotspots	and	delays	
experienced	by	agents	towards	reaching	a	solution:	Zero	hotspots	and	the	minimum	possible	
delay	per	agent.		

In	the	DCB	problem,	both	functions	C(stAg,	strtAg)	and	DC(stAg,	strtAg)	represent	strategic	delay	
costs:	We	have	chosen									C(stAg,	strtAg)		to	depend	on	the	total	duration	of	the	time	interval	
in	 	which	 	agents	 fly	over	a	congested	sector.	This	 is	multiplied	by	81	which	 is	 the	average	
strategic	delay	cost	per	minute	(in	Euros)	in	Europe	when	92%	of	the	flights	do	not	have	delays	
[Cook	et	al,	2015].	 If	 there	 is	not	any	congestion,	 then	this	 is	a	 large	positive	constant	that	
represents	the	reward	agents	get	by	not	participating	in	any	hotspot.		

The	actual	form	of	C(stAg,	strtAg)		is	as	follows:	

	

C(stAg,	strtAg)		=	
−𝑇𝐷𝐶 ∗ 81	𝑖𝑓	𝑇𝐷𝐶 > 0

𝑃𝑜𝑠𝑖𝑡𝑖𝑣𝑒𝑅𝑒𝑤𝑎𝑟𝑑	if	𝑇𝐷𝐶 = 0	
	

	

where,	TDC	is	the	total	duration	in	hotspots	for	agents	in	Ag.	The	first	case	holds	when	there	
are	hotspots	in	which	agents	participate	(thus,	the	total	duration	in	hotspots,	TDC,	is	above	0),	
while	the	second	case	holds	when	agents	do	not	participate	in	hotspots.	
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The	DC(stAg,	strtAg)		component	of	the	reward	function	corresponds	to	the	strategic	delay	cost	
when	flights	delay	at	gate.	In	our	implementation,	this	depends	solely	on	the	minutes	of	delay	
and	the	aircraft	type,	as	specified	in	[Cook	et	al,	2015].		

As	such,	the	actual	form	of	this	function	is	as	follows:	

	

DC(stAg,	strtAg)	=	-	 𝐷𝑒𝑙𝑎𝑦B ∗ 𝑆𝑡𝑟𝑎𝑡𝑒𝑔𝑖𝑐𝐷𝑒𝑙𝑎𝑦𝐶𝑜𝑠𝑡(𝐷𝑒𝑙𝑎𝑦B, 𝐴𝑖𝑟𝑐𝑟𝑎𝑓𝑡𝑇𝑦𝑝𝑒 𝐴 )B∈BK 	

	

Where	DelayA	is	the	delay	imposed	to	the	agent	A	and	𝑆𝑡𝑟𝑎𝑡𝑒𝑔𝑖𝑐𝐷𝑒𝑙𝑎𝑦𝐶𝑜𝑠𝑡	is	a	function	that	
returns	the	strategic	delay	cost	given	the	aircraft	type	of	agent	A	and	its	delay.	Notice	however	
that	in	the	general	case	the	function	DC(stAg,	strtAg)	could	be	taking	into	account	broader	airline-
specific	strategic	policies	and	considerations	regarding	flight	delays.	

• A	(local)	policy	of	an	agent	Ai	is	a	function	πi:	StateAi	®	StrategyAi	that	returns	local	strategies	
for	any	given	 local	 state,	 for	Ai	 to	execute	 its	 trajectory.	The	objective	 for	any	agent	 in	 the	
society	is	to	find	an	optimal	policy	πi	that	maximises	the	expected	discounted	future	return		

	

𝑉MN∗ 	(s)	=	maxRN𝛦[ 𝛿V ∗ 𝑅𝑤𝑑BW	(𝑠XN
V , πW(𝑠XN

V ))|πW[
V\] ]	

	

for	each	state	𝑠XN
V ,	while	Ai	executes	its	trajectory.	δ,	ranging	in	[0,1],	is	the	discount	factor.		

	

This	model	assumes	the	Markov	property,	assuming	also	that	rewards	and	transition	probabilities	are	
independent	of	time.	Thus,	the	state	next	to	state	s	 is	denoted	by	s'	and	 it	 is	 independent	of	time.	
Subsequently,	 subscripts	 and	 superscripts	 are	 avoided	 in	 cases	 where	 it	 is	 clear	 where	 a	 state	 or	
strategy	refers	to.		
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5 Collaborative	Multi-Agent	Reinforcement	
Learning	Algorithms	

We	 now	 describe	 the	 proposed	 RL	 methods	 to	 deal	 with	 the	 multiagent	 joint	 DCB	 policy	 search	
problem.	The	key	concept	includes	interactions	between	flights.		

Q-functions,	 or	 action-value	 functions,	 represent	 the	 future	 discounted	 reward	 for	 a	 state	 s	when	
deciding	on	a	specific	strategy	str	 for	that	state	and	behaving	optimally	from	then	on	[Sutton	et	al,	
2014].	 The	 optimal	 policy	 for	 any	 agent	 A	 in	 state	 s	 is	 the	 one	 maximizing	 the	 expected	 future	
discounted	reward,	i.e.	argmaxstrQ*(s,str).		

In	the	next	paragraphs	we	describe	three	alternative	multiagent	reinforcement	learning	approaches	
that	take	advantage	of	the	problem	structure	(i.e.	interactions	among	flights),	considering	that	agents	
do	not	know	the	transition	and	reward	model	(model-free	methods)	and	interact	concurrently	with	all	
their	peers.	

5.1 Independent	Reinforcement	Learners	(Ind-Colab-RL)	

In	an	IRL	framework	[Claus	et	al,	1998],	each	agent	learns	its	own	policy	independently	and	treats	other	
agents	as	part	of	the	environment.		

The	 independent	 Q-learning	 variant	 proposed	 in	 [Guestrin	 et	 al,	 2002]	 decomposes	 the	 global	 Q-
function	into	a	linear	combination	of	local	agent-dependent	Q-functions.		

Each	 local	 utility	 value,	Qi,	 for	 agent	Ai	 is	 calculated	 according	 to	 the	 local	 state,	 si,	 and	 the	 local	
strategy,	stri,		

Q(s,	str)	= 𝑄W(𝑠, 𝑠𝑡𝑟)
|𝐀|
W\a 		

	

The	local	value	Qi	is	updated	according	to	the	temporal-difference	error,	as	follows:	

𝑄W(𝑠, 𝑠𝑡𝑟)=	𝑄W(𝑠, 𝑠𝑡𝑟)+	α[𝑅𝑤𝑑W	(𝑠, 𝑠𝑡𝑟)	+	δ	𝑚𝑎𝑥"Vd𝑄W(𝑠′, 𝑠𝑡𝑟)-	𝑄W(𝑠, 𝑠𝑡𝑟)]		

It	must	be	noted	that	instead	of	the	global	reward	Rwd(s,	str)	used	in	[Guestrin	et	al,	2002],	we	use	
the	 	 reward	 received	 by	 the	 agent	Ai,	 taking	 into	 account	 only	 the	 local	 state	 and	 local	 strategy.	
Furthermore,	this	method	considers	only	local	states	and	strategies	and	it	is	in	contrast	to	the	approach	
of	Coordinated	Reinforcement	Learning	model	proposed	 in	[Guestrin	et	al,	2002],	since	that	model	
needs	agents	to	know	the	maximising	joint	action	in	the	next	state,	the	associated	maximal	expected	
future	return,	and	needs	to	estimate	the	Q-value	in	the	global	state.		
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5.2 Edge-Based	Collaborative	Reinforcement	Learners	(Ed-Colab-RL)	

This	is	a	variant	of	the	edge-based	update	sparse	cooperative	Q-learning	method	proposed	in	[Kok	et	
al,	2006].		

Multiple	agents	are	jointly	interacting	with	the	environment.			

Given	two	peer	agents	Ai	and		Aj	connected	by	an	edge	in	the	coordination	graph,	the	Q-function	for	
these	agents	is	denoted	as		Qij(sij,strij),	where		

sij,	with	abuse	of	notation,	denotes	the	joint	state	related	to	the	set	of	the	two	agents	Ai	and	Aj,	and		
strij	denotes		the	joint	strategy	for	these	two	agents.		

The	sum	of	all	edge-specific	Q-functions	defines	the	global	Q-function,	i.e.	

	

Q(s,	str)	= 𝑄Wf(𝐬Nh, 𝐬𝐭𝐫Nh)W,f∈𝐄 		

	

The	Q-learning	update	rule	in	this	case	is	given	by	the	following	equation:	

	

𝑄Wf(𝐬Nh, 𝐬𝐭𝐫Nh)	=	𝑄Wf(𝐬Nh, 𝐬𝐭𝐫Nh)+	α	[
lmn#	("#,"Vd#)	

o(p#)
	+	
lmnq("q,"Vdq)	

o(pq)
	+	δ		𝑄Wf(𝐬′Nh, 𝐬𝐭𝐫Wf∗ )-		𝑄Wf(𝐬Nh, 𝐬𝐭𝐫Nh)]	,	

	

where,	str*ij		in	[Kok	et	al,	2006]	is	the	best	joint	strategy	for	agents	Ai	and	Aj	and	for	the	joint	state	s'ij;	
this	is	approximated	using	the	max-plus	algorithm	[Pearl,	1998].		

In	our	method,	the	strategy	str*ij		is	the	best	known	strategy	for	that	agent	and	it	is	depicted	directly	
from	the	agent's	value	function,	Qi(s,str),	which	is	calculated	as	the	summation	of	local	Qij	values	in	its	
neighbourhood:	

	

str*i	=		argmaxstri	Qi(si,stri)	,	and			

Qi(si,stri)		=	 𝑄Wf(𝐬Nh, 𝐬𝐭𝐫Nh)f∈r(B#) .	

	

This	is	an	approximation	of	the	best	action	in	each	state,	which	is	improved,	as	the	agents	learn.	We	
experimentally	found	out	that	this	approximation	method	offers	comparable	quality	and	considerable	
improvement	 in	methods’	efficiency	 than	using	computationally/communication	 intensive	methods	
such	as	max-plus.	
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5.3 Agent-Based	 Collaborative	 Reinforcement	 Learners	 (Ag-Colab-
RL)	

This	is	a	variant	of	the	agent-based	update	sparse	cooperative	Q-learning	method	proposed	in	[Kok	et	
al,	2006].	As	in	Ed-Collab-RL	method,	given	two	peer	agents	performing	their	trajectories,	Ai	and		Aj,	
their	 joint	Q-function	 is	denoted	succinctly	Qij(sij,strij),	where	sij	 and	strij	 denote	 the	 joint	 state	and	
strategy,	respectively,	related	to	the	two	agents,	as	defined	in	the	previous	section.	The	update	rule	is	
then:	

𝑄Wf(𝐬Nh, 𝐬𝐭𝐫Nh)	=	𝑄Wf(𝐬Nh, 𝐬𝐭𝐫Nh)	+	α	[
lmn#q	 𝐬st,𝐬𝐭𝐫st uv	wx "yx,"Vdz

∗ {wx "x,"Vdz
o(|)|∈{W,f} 	]	

	

where,	str*k	is	the	best	known	strategy	for	agent	Ak	in	state	s'k,	k	in	{i,j}.	Agents,	compute	their	local	Q-
functions	and	their	best	local	strategy	as	in	the	Ed-Colab-RL	method.	

	

The	main	difference	between	the	two	previous	methods	and	the	Independent	Learners	approach	is	
that	while	the	later	take	into	account	own	states	and	strategies	without	sharing	any	information	with	
others,	 the	two	collaborative	approaches	consider	agents’	neighbourhoods	and	compute	“joint”	Q-
values	based	on	joint	policies	of	interacting	agents	(i.e.	aircraft	flying	in	a	specific	trajectory	in	a	specific	
day).	Since	each	of	the	agents	interacts	with	many	neighbours,	Q-values	learnt	are	propagated	in	the	
network,	so	as	agents	to	learn	based	on	the	policies	of	all	agents	with	whom	do	not	interact	directly.	

The	difference	between	the	two	collaborative	approaches	is	the	way	Q-values	are	updated:	The	edge	
based	 update	 approach	 (Ed-Collab-RL)	 updates	 Q-values	 by	 propagating	 edge-specific	 temporal	
differences	to	the	corresponding	peer	agents	(i.e.	those	connected	via	the	edge	considered)	and	only	
along	corresponding	edges,	considering	 local	 rewards	of	agents	shared	 in	their	neighbourhood	 (i.e.	
with	all	other	agents	participating	in	hotspots).		

The	agent-based	update	approach	(Ag-Collab-RL)	updates	Q-values	by	propagating	agents’	temporal	
differences	(i.e.	those	learned	from	their	entire	neighbourhood)	to	their	peers	along	connecting	edges,	
while	it	considers	agents’	joint	reward.	

In	doing	so,	 in	 the	agent-based	update	approach	agents	apply	 their	strategies	and	 learn	 from	their	
entire	neighbourhoods:		Thus,	the	effects	of	their	strategies,	gathered	from	their	neighbourhood	are	
propagated	 to	each	of	 the	peers	along	 the	edges.	On	 the	other	hand,	edge-based	updates	 require	
learners	 to	 be	 trained	 locally,	 via	 interactions	 with	 peers	 only,	 and	 thus,	 they	 may	 tend	 to	 use	
regulations	having	more	direct	effects	to	peers,	given	also	peers	strategies.		
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5.4 Hierarchical	Reinforcement	Learning	Approach		

In	order	to	make	RL	feasible	in	complex	problems	such	as	the	one	encountered	in	WP3,	abstraction	or	
generalization	operators	are	often	applied	to	make	the	problem	tractable.	

State	 abstraction	 (or	 state	 aggregation)	 has	 been	 extensively	 studied	 in	 the	 fields	 of	 artificial	
intelligence	and	operations	research.	The	idea	behind	state	abstraction	is	that,	instead	of	working	in	
the	ground	(original)	state	space,	the	decision	maker	usually	finds	solutions	in	the	abstract	state	space	
much	faster	by	treating	groups	of	states	as	a	unit	by	ignoring	irrelevant	state	information.	

The	general	 aspect	of	 abstraction	 concerns	 a	 technique	 to	 reduce	 the	 complexity	of	 a	problem	by	
filtering	out	irrelevant	properties,	while	preserving	all	the	important	ones,	necessary	to	still	being	able	
to	 solve	a	 given	problem.	The	main	principle	underlying	all	 these	definitions	 is	 that	 an	abstraction	
operation	maps	a	representation	of	a	problem	onto	a	new	representation,	so	as	to	simplify	reasoning	
while	preserving	useful	properties.	One	should	keep	the	relevant	aspects	of	the	problem	and	ignore	
many	less	important	details.		

5.4.1 The	Hierarchical	MDP	Framework		

According	 to	 the	 problem	 formulation	 stated	 above,	 the	 model	 of	 collaborative	 multiagent	 MDP	
framework	can	be	refined	to	include	multiple	levels	of	abstractions,	depending	on	the	time	step	of	the	
MDP.	The	Hierarchical	MDP	includes	the	following:	

• The	society	of	agents	(A,	E),	as	described	above.	

• A	set	of	abstraction	levels	{1,…h},	and	a	set	AL=(ts1,…tsh)	defining	the	time	step	per	hierarchy	
level.		

• The	time	step	at	level	L,	denoted	tsL,	where	L	is	in	{1,…h}:	tL=tL0,tL1,	tL2,	tL3,...,	tLmax(L),	where	tmax(L)-	
t0=H	and	ti+1-ti=tsL,	i=0,…max(L)-1.	Notice	that	the	number	of	time	instants	per	level	depends	
on	the	time	granularity	for	that	level,	given	that	H	is	constant	at	all	levels.	

• A	local	state	per	agent	Ai	at	time	t,	comprising	state	variables	that	correspond	to	(a)	the	delay	
imposed	to	the	trajectory	Ti	executed	by	Ai,	ranging	to	the	sets	of	options	assumed	by	Ai,	i.e.	
in	Di={0,…MaxDelayi},	and	(b)	the	number	of	hotspots	in	which	Ai	is	involved	in	(for	any	of	the	
sectors).	It	must	be	noticed	that	although	agents’	options	vary	from	0	to	MaxDelay,	the	set	of	
options	per	agent	depend	on	the	temporal	abstraction	considered	at	each	level	(i.e.	the	time	
step	per	level).	This	imposes	a	state	abstraction	that	is	further	explained	in	the	next	section.	
Local	 states,	 joint	 states	 and	 sets	 of	 states	 are	 as	 before,	 w.r.t.	 the	 temporal	 abstraction	
considered	at	each	level.	

• The	local	strategy	for	agent	Ai	at	time	t,	and	at	level	L,	L=1,…h,	denoted	by	strL,ti	is	the	action	
that	Ai	performs	at	that	specific	time	point:	Such	an	action,	in	case	the	agent	at	a	time	point	t,	
is	still	on	ground,	may	be,	either	to	add	further	delay	to	its	total	delay	until	the	next	time	point	
t+tsL,	or	not.	 	While	agents	take	a	binary	decision	as	previously,	 the	amount	of	delay	to	be	
added	now	depends	on	the	temporal	abstraction	considered:	This	is	equal	to	tsL,	where	L	 is	
the	 level	 of	 temporal	 abstraction	 considered.	 As	 previously,	when	 the	 agent	 flies,	 then	 its	
strategy	is	considered	fixed	and	it	follows	the	intended/predicted	trajectory.	The	location	(i.e.	
sector)	of	that	agent	at	any	time	point	can	be	calculated	by	consulting	its	trajectory.		
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The	 joint	 strategy	 of	 sets	 of	 agents,	 as	 well	 as	 sets	 of	 strategies	 are	 as	 specified	 above.	
However,	an	indication	of	the	level	of	temporal	abstraction	may	be	provided	as	a	superscript,	
if	it	is	necessary.	

• The	state	transition	function	Tr	at	level	L,	denoted	TrL,	gives	the	transition	to	the	joint	state	st+1	
based	on	the	joint	strategy	strL,t	taken	at	level	L,	in	joint	state	st.		
Formally	TrL:	State	´	StrategyL	®	State.		
Given	that	no	agent	can	predict	how	the	joint	state	can	be	affected	in	the	next	time	step,	for	
agent	Ai	this	transition	function	is	actually		
TrL:	State{Ai}	´	StrategyLAi	´		StateAi	®	[0,1],	denoting	the	transition	probability															p(st+1i|sti	
,	strL,ti).		

• The	local	reward	of	an	agent	Ai,	denoted	RwdAi,	is	the	reward	that	the	agent	gets	by	executing	
its	own	strategy	in	a	specific	joint	state	and	hierarchy	level	L,	i.e.	with	any	agent	executing	a	
trajectory	in	Traffic(Ai),	according	to	the	sectors'	capacities,	and	the	joint	strategy	of	agents	in	
N(Ai)	at	level	L.			

5.4.2 The	Hierarchical	Collaborative	RL	Framework.		

In	the	following	paragraphs	we	present	the	hierarchical	collaborative	RL	framework	at	two	levels:	The	
ground	level	and	an	abstracted	level	at	level	L.	The	proposed	hierarchical	RL	method	consists	of	the	
following	stages:	

1. Start	with	the	original	state	space.	This	is	the	ground	representation	at	state	space	State	at	level	
L=0.	As	described,	 the	 local	 state	per	agent	Ai	 at	 time	 t	 includes	 (a)	 the	delay	 imposed	 to	 the	
trajectory	Ti	executed	by	Ai,	ranging	to	the	sets	of	options	assumed	by	Ai,	i.e.	in	{0,…MaxDelayi},	
and	(b)	the	number	of	hotspots	in	which	Ai	is	involved	in	(for	any	of	the	sectors).	
At	 this	 “ground”	 level	 the	 distance	 between	 consecutive	 time	 points	 is	 one	 time	 instant,	 as	
specified	by	the	MDP	in	Section	4.	
	

2. Map	 State	 to	 an	 abstract-feature	 space	 StateL,	where	 |StateL|	 <<	 |State|.	 This	 includes	 the	
abstraction	of	the	state	space	so	as	to	reduce	the	original	space	State.		

	

	

	

	

	

	

Figure	5.	Obtaining	the	abstract	space:	Delay	is	partitioning	into	a	number	of	K	equidistant	intervals.	

Various	alternative	schemes	can	be	applied	for	creating	the	mapping	of	states	in	State	to	states	
in	StateL.	The	simplest	approach	is	to	divide	the	time	into	a	number	of	K	equidistant	intervals	at	

State	

[	MaxDelay/K	]	0	 1	 2	

StateL	

MaxDelay	0	
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level	L,	where	K=MaxDelay/tsL,	where	tsL,	as	specified	above,	is	the	time	step	at	level	L.	Thus,	as	
shown	in	Figure	5,	all	ground	states	corresponding	to	delays	between	consecutive	time	points	t	
and	t+tsL	are	mapped	to	the	same	state	in	the	abstract	space.		

3. Solve	MDP	in	StateL	space.	Any	of	the	collaborative	RL	methods	can	be	used	for	solving	the	mutli-
agent	hierarchical	MDP	in	any	abstraction	of	the	state	space.	In	particular,	as	also	specified	in	the	
hierarchical	MDP	framework,	 in	the	ground	space,	at	each	time	point	the	agent	takes	a	binary	
decision	and	 strategies	 specify	 flights’	delays.	 The	action	given	 to	 the	agent	 (in	 case	 is	 still	 on	
ground),	may	be	either	add	to	its	total	delay	a	single	time	instant,	or	not.		When	the	agent	acts	at	
an	abstracted	space	StateL,	strategies	are	related	to	the	length	of	the	time	step		tsL	considered	at	
the	corresponding	level	of	abstraction.	Thus,	at	a	time	point	t,	an	agent	may	add	to	its	delay	a	
number	of	time	instants	up	to	the	next	time	point	t+tsL,	until	the	MaxDelay	is	reached.		
On	the	other	hand,	the	reward	function	remains	the	same	and,	as	previously	explained,	it	depends	
on	the	participation	of	agent	in	hotspots,	as	well	as	the	strategic	delay	costs	calculated	according	
to	the	delays	and	aircraft	types.		
	

4. Inverse	 process:	 Map	 solution	 from	 abstract	 space	 Statel	 to	 ground	 State	 space.	 After	 the	
convergence	of	the	reinforcement	learning	method	applied	to	the	abstract	state	space,	the	result	
is	an	abstract	policy	str*L	that	provides	a	“rough”	estimation	to	solving	the	original	DCB	problem.	
The	goal	 is	 to	refine	that	abstract	policy	and	compute	a	policy	applied	to	the	original	problem	
state	space.		
To	do	that,	we	consider	that	states	si	in	the	ground	set	of	states	State	that	have	been	mapped	to	
the	same	abstract	state	siL	in	StateL	have	the	same	Q*	values	per	agent	and	strategy,	equal	to	the	
Q*	value	computed	by	solving	the	MDP	in	the	abstract	space	siL.	This	is	an	inverse	process	that	
must	 be	 applied	 so	 as	 to	 operate	 in	 the	 original	 (ground)	 state	 space	 of	 the	 problem	 and	 it	
concerns	either	the	Q-values	in	the	case	of	independent	learners,	or	the	Qij-values	in	the	case	of	
the	edge-based	or	agent-based	methods,	depending	on	the	multi-agent	RL	method	we	apply.	This	
is	written	as:	

	
( ) L

L
iiL

L
i

L
iiiii StatesStatesstrstrsQstrsQ Î®Î"=       |,),( ** 	(independent	RL	case)	

	
( ) L

l
iiL

L
ij

L
iijijiij StatesStatesstrstrsQstrsQ Î®Î"=      |,),( ** 	(collaborative	RL	case)	

	
where,	stri	and	strij	denote	the	strategy	considered,	and	the	arrows	specify	mappings	between	
states	at	different	levels	of	abstraction.	
	Note	that	this	is	an	(abstract)	estimation	of	the	Q-values	of	the	states	in	the	ground	state	space	
in	terms	of	the	policy	found	in	the	abstract	level.	

	
5. Solve	 MDP	 in	 the	 original	 State	 space.	 The	 above	 Q-values	 of	 the	 original	 state	 space,	 as	

estimated	in	the	abstract	space,	can	be	seen	as	initial	approximations	towards	solving	the	original	
problem.	Next,	a	refinement	phase	in	the	ground	space	follows,	where	the	chosen	multi-agent	RL	
method	is	applied.	This	can	be	seen	as	a	local	refinement	step	in	the	optimization	problem	that	
follows	 an	 initial	 global	 optimization	 approach	 at	 the	 abstract	 level.	 It	 is	 expected	 that	 the	
convergence	of	RL	will	be	accelerated,	since	the	abstract	level	provides	good	initial	estimations	of	
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Q-values	that	should	be	close	to	the	ones	for	the	original	(ground)	problem.	Thus,	the	exploration	
phase	of	learning	does	not	need	to	be	very	extensive.	
	
The	whole	process	in	two	levels,	is	depicted	in	the	following	figure:	
	

	
Figure	6.	Hierarchical	RL	in	two	levels:	The	ground	level	and	one	level	of	abstraction.	
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6 Contribution	to	the	Envisioned	
Collaborative	Decision-Making	Process	

The	DART	vision	is	to	sadvance	collaborative	decision-making	processes	that	support	multi-objective	
optimization	taking	the	requirements	of	the	different	actors	 in	the	ATM	system	into	account	at	the	
planning	phase	(i.e.	few	days	before	operation):	

•Aircraft	 Operators	 (AOs):	 Minimizing	 the	 cost	 thought	 maximizing	 the	 adherence	 to	 the	 airlines	
preferred	FPs.	

•Network	Manager	(NM):	Decide	which	flights	to	modify	to	resolve	sector	imbalances	and	potential	
conflicts.	

•Air	Navigation	Service	Providers	(ANSPs):	Minimizing	the	sector	imbalances	and	potential	conflicts.	

The	overall	workflow	in	collaborative	decision	making	is	shown	in	the	following	picture,	together	with	
the	specific	DART	contributions.	

	

Figure	7.	DART	envisioned	Collaborative	Decision	Making	process	towards	optimizing	trajectories:	The	role	of	
DART	developments	to	individual	and	collaborative	trajectory	predictions	is	indicated.	

In	such	a	collaborative	decision-making	process,	the	agent-based	models	reported	in	this	deliverable	
contribute	 to	 supporting	 all	 actors	 to	 achieving	 their	 goals	 (shown	 as	 collaborative	 trajectory	
predictions	in	Figure	7):		

• Aircraft	 Operators	 can	 access	 how	 their	 trajectories	 will	 be	 affected	 due	 to	 traffic	 and	
operational	 constraints,	 collaboratively	 with	 other	 Aircraft	 Operators	 and	 the	 Network	
Manager,	also	by	specifying	preferences	to	solutions.	

• Network	Managers	can	provide	solutions	to	resolve	imbalances.	
• Air	 Navigation	 Service	 Providers	 (ANSPs)	 to	 minimize	 sectors	 imbalances	 and	 potential	

conflicts.	



DART	D3.2	COLLABORATIVE	TRAJECTORY	PREDICTION	ALGORITHM		

	

	

	

	

©	–	2018	–	DART	Consortium.		
All	rights	reserved.	Licensed	to	the	SESAR	Joint	Undertaking	under	conditions.	

	

	

	

Founding Members
31	

7 Conclusions	

In	this	deliverable	we	formulated	the	problem	of	resolving	the	DCB	problem	during	the	pre-tactical	
phase	of	air-traffic	management	as	a	coordination	problem	faced	by	agents	controlling	a	multi-agent	
MDP,	ensuring	demand-capacity	balance	per	airspace	sector	and	any	time	period.		

Based	on	this	formulation	we	proposed	the	use	of	three	variants	of	multi-agent	RL	techniques	to	solve	
this	problem.	

The	proposed	methods	present	novel,	 generic	 reward	 functions	 that	 take	 into	account	 the	agents'	
overheads	from	participating	in	hotspots,	and	the	costs	of	their	delay	strategies.		

We	expect	that	collaborative	multi-agent	RL	methods	are	promising	to	resolving	real-world	complex	
problems	with	many	 interacting	 flights	and	 interdependent	hotspots.	Experimental	 results	 towards	
that	will	be	presented	in	D3.3.	

More	than	that,	we	envisage	the	work	 laid	out	 in	this	document	to	be	seen	as	a	 first	step	towards	
devising	agent-based	techniques	for	collaboratively	deciding	on	how	aircraft	trajectories	affect	each	
other	w.r.t.	to	operational	constraints,	thus	answering	the	call	for	a	transition	to	a	trajectory-based	
air-traffic	management	paradigm.	This	will	hopefully	help	overcome	the	shortcomings	of	the	currently	
used	ATM	paradigm,	 and	 as	 such,	 could	 in	 time	 allow	 commercial	 aircrafts	 ``to	 fly	 their	 preferred	
trajectories	without	being	constrained	by	airspace	configurations''5.	

	

																																																													

	

5	https://www.sesarju.eu/vision	
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	Appendix	A:	Report	on	Algorithms	
Implementations	
	

7.1 Centralized	Implementation:	Overall	Architecture	

Domain	Model	
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Q	is	the	central	class	of	the	algorithm.	It	handles	all	the	vital	initialization	operations	and	has	access	to	
the	state,	actions	and	Qi	classes.	 It	directs	all	 the	calculations	concerning	the	state	of	the	problem,	
such	as	the	demand	at	each	sector	at	any	given	moment.	It	also	invokes	the	update	of	each	agents’	Q	
table,	after	collecting	each	action.	Finally,	it	includes	numerous	functions	which	produce	statistics	to	
provide	 insight	 on	 various	 aspects	 of	 the	 problem,	 like	 the	 number	 and	 percentage	 of	 flights	 that	
participate	in	Hotspots,	the	total	strategic	cost	of	the	imposed	delays	etc.	

Qi	(Independent	Learners)	class’s	main	goal	is	to	store	and	handle	the	Q	table	of	each	agent	Ai.	The	
representation	of	the	Q	table	is	achieved	by	utilising	a	Hash	Map,	with	pairs	of	state	and	action	as	a	
key	and	the	corresponding	numerical	value.	The	class	has	access	to	all	the	vital	hyperparameters	like	
alpha	(learning	rate),	delta	(discount	factor)	and	lambda	(reward).	It	includes	functions	to	access	and	
update	the	Q	values,	to	calculate	the	current	reward	and	the	maximum	possible	next	value.	Finally,	it	
calculates	the	cost	of	the	accumulated	delay,	given	the	aircraft	model	of	the	agent	Ai.	

State	stores	the	global	state	of	the	problem,	with	the	current	delay	of	each	agent,	total	duration	of	
agent	participation	in	hotspots	and	the	max	delay	of	the	scenario.	It	includes	functions	to	calculate	the	
local	state	of	each	agent	and	updates	of	the	state,	given	a	vector	containing	each	individual	action	of	
the	agents.	

Action	is	a	wrapper	class	for	the	Boolean	addDelay,	which	provides	the	necessary	handling	functions	
such	as	forbid	delay,	when	needed.	

Violation	class	represents	Hotspots,	by	storing	the	sector,	time	slot	and	list	of	agents	that	participate	
in	it.	

Flight	is	the	class	that	holds	all	the	essential	information	about	the	flight	plan	of	each	agent.	It	stores	
and	provides	access	to	the	series	of	sectors	each	agent	crosses,	the	entry	and	exit	time	per	sector,	as	
well	as	the	aircraft	model	and	a	flag	indicating	whether	the	flight	is	a	commercial	one	or	not.	

Capacities	 store	 and	 provide	 access	 to	 a	 vector	which	 contains	 the	 capacity	 of	 each	 sector	 of	 the	
airspace.	It	includes	the	necessary	handling	functions.	

Main	 is	 the	 class	which	 is	 responsible	 for	 reading	 the	 scenario	 files	 and	 the	 initialization	of	 all	 the	
hyperparameters	 like	alpha	 (learning	 rate),	delta	 (discount	 factor)	and	 lambda	 (reward),	maxDelay,	
timeStep	and	many	more.	Also,	this	class	creates	the	grid,	sets	capacity	to	each	sector	and	initializes	
the	flight	plan	for	every	flight.	Additionally,	it	sets	the	model	of	the	aircraft	and	determines	whether	a	
flight	is	commercial	or	not	based	on	the	information	obtained	from	the	scenario.	Moreover,	it	is	the	
class	that	creates	a	Q	class	object	and	calls	the	most	crucial	method	of	the	Q	class	that	invokes	the	
update	of	the	agent’s	Q	tables.	Finally,	it	measures	the	execution	time	of	the	program	and	saves	all	the	
useful	information	-like	delays	and	cost	–	to	csv	files.	

Qij	(Collaborative	Algorithms)	is	the	class	that	it	is	used	only	by	the	Collaborative	RL	Algorithms,	such	
Edge	Based	and	Agent	Based	update	methods.	This	class’	purpose	is	to	store	and	handle	the	Qij	table	
for	each	edge	between	 two	neighboring	agents.	The	 representation	of	 the	Qij	 table	 is	achieved	by	
utilising	a	Hash	Map,	with	pairs	of	the	combining	state	and	action	of	the	two	agents	as	a	key,	and	the	
corresponding	numerical	value.	It	 is	used	to	update	the	Qij	values	based	on	every	method’s	update	
rule.	It	mainly	uses	functions	from	the	Qi	class	to	get	the	necessary	values	for	every	agent.	
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Qi	 (Collaborative	Algorithms)	 is	 slightly	different	 from	 the	 Independent	 Learners	architecture	as	 it	
computes	the	Qi	value	for	every	agent	by	adding	the	Qij	values	of	every	neighbor	Aj.		

7.2 Parallel/Distributed	Implementation:	Overall	Architecture	

	
As	an	expansion	of	the	basic	implementation,	java	threads	were	utilized	to	distribute	computations.	
Here,	Q	class	invokes	an	executor	with	N	threads.	N	is	a	hyperparameter	depending	on	the	
capabilities	of	the	hardware.	Each	of	the	N	threads	handles	the	Q	value	updates	of	the	1/N	of	the	
agents.	Threads	do	not	use	shared	memory,	so	no	synchronization	is	needed.	The	joining	of	the	
threads	is	achieved	by	using	a	future	list.	


